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ABSTRACT:  

We present a unified model of what was traditionally viewed as two separate tasks: data 

association and intensity tracking of multiple topics over time. In the data association part, the 

task is to assign a topic (a class) to each data point, and the intensity tracking part models the 

bursts and changes in intensities of topics over time.  Temporal Text Mining (TTM) is concerned 

with discovering temporal patterns in text information collected over time. Since most text 

information bears some time stamps, TTM has many applications in multiple domains, such as 

summarizing events in news articles and revealing research trends in scientific literature. In this 

paper, we study a particular TTM task {discovering and summarizing the evolutionary patterns 

of themes in a text stream. 

We define this new text mining problem and present general probabilistic methods for solving 

this problem through (1) discovering latent themes from text; (2) constructing an evolution graph 

of themes; and (3) analyzing life cycles of themes. Evaluation of the proposed methods on two 

different domains (i.e., news articles and literature) shows that the proposed methods can 

discover interesting evolutionary theme patterns effectively. 

KEYWORDS: Temporal Text mining, Visualization, Text Mining.  

 

I. INTRODUCTION 

In many application domains, we encounter 

a stream of text, in which each text 

document has some meaningful time stamp. 

For example, a collection of news articles 

about a topic and research papers in a 

subject area can both be viewed as natural 

text streams with publication dates as time 

stamps. In such stream text data, there often 

exist interesting temporal patterns. For 

example, an event covered in news articles 

generally has an underlying temporal and 

evolutionary structure consisting of themes 

(i.e., subtopics) characterizing the 
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beginning, progression, and impact of the 

event, among others. Similarly, in research 

papers, research topics may also exhibit 

evolutionary patterns. For example, the 

study of one topic in some time period may 

have in- uenced or stimulated the study of 

another topic after the time period. In all 

these cases, it would be very useful if we 

can discover, extract, and summarize these 

evolutionary theme patterns (ETP) 

automatically. Indeed, such patterns not only 

are useful by themselves, but also would 

facilitate organization and navigation of the 

information stream according to the 

underlying thematic structures. 

II.RELATED WORK 

Topic mining has been extensively studied 

in the literature, starting with the Topic 

Detection and Tracking (TDT) project, 

which aimed to find and track topics 

(events) in news sequences1 with clustering-

based techniques. Later on, probabilistic 

generative models were introduced into use, 

such as Probabilistic Latent Semantic 

Analysis (PLSA), Latent Dirichlet 

Allocation (LDA), and their derivatives. In 

many real applications, text collections carry 

generic temporal information and, thus, can 

be considered as text sequences. To capture 

the temporal dynamics of topics, various 

methods have been proposed to discover 

topics over time in text sequences. However, 

these methods were designed to extract 

topics from a single sequence. For example, 

in [5] and [9], which adopted the generative 

model, time stamps of individual documents 

were modeled with a random variable, either 

discrete or continuous. Then, it was assumed 

that given a document in the sequence, the 

time stamp of the document was generated 

conditionally independently from word. the 

authors introduced hyper-parameters that 

evolve over time in state transfer models in 

the sequence. For each time slice, a hyper 

parameter is assigned with a state by a 

probability distribution, given the state on 

the former time slice. In [7], the time 

dimension of the sequence was cut into time 

slices and topics were discovered from 

documents in each slice independently. As a 

result, in multiple-sequence cases, topics in 

each sequence can only be estimated 

separately and potential correlation between 

topics in different sequences, both 
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semantically and temporally, could not be 

fully explored. In the semantic correlation 

between different topics in static text 

collections was considered. Similarly, Zhai 

et al. explored common topics in multiple 

static text collections. A very recent work by 

Wang et al. first proposed a topic mining 

method that aimed to discover common 

(bursty) topics over multiple text sequences. 

Their approach is different from ours 

because they tried to find topics that shared 

common time distribution over different 

sequences by assuming that the sequences 

were synchronous, or coordinated. Based on 

this premise, documents with same time 

stamps are combined together over different 

sequences so that the word distributions of 

topics in individual sequences can be 

discovered. As a contrast, in our work, we 

aim to find topics that are common in 

semantics, while having asynchronous time 

distributions in different sequences. 

Asuncion et al. [20] studied a generalized 

asynchronous distributed learning scheme 

with applications in topic mining. However, 

in their work the term “asynchronous” 

means set independent Gibbs samplers 

which communicate with each other in an 

asynchronous manner. 

Therefore, their problem setting is 

fundamentally different from ours. We also 

note that there is a whole literature on 

similarity measure between time series 

(sequences). Various similarity functions 

have been proposed, many of which 

addressed the asynchronous nature between 

time series, However, defining an 

asynchronism-robust similarity measure 

alone does not necessarily solve our 

problem. In fact, most of the similarity 

measures deal with Asynchronism 

implicitly, rather than fix the asynchronism 

explicitly, like what we do in this work. 

Documents can be naturally organized by 

topic, but in many settings we also 

experience their arrival over time. E-mail 

and news articles provide two clear 

examples of such document streams: in both 

cases, the strong temporal ordering of the 

content is necessary for making sense of it, 

as particular topics appear, grow in intensity, 

and then fade away again. Over a much 

longer time scale, the published literature in 

a particular research field can be 



P VENKATESWARLU, et al , International Journal of Research Sciences and Advanced Engineering 

[IJRSAE]TM 

Volume 2 , Issue 07, PP: 175 - 184  , JUL -  SEP ’ 2014. 

 

 

 

International Journal of Research Sciences and Advanced Engineering 

                             Vol.2 (07), ISSN: 2319-6106, JUL – SEP ’ 2014.                       PP: 175 - 184 

meaningfully understood in this way as well, 

with particular research themes growing and 

diminishing in visibility across a period of 

years. Work in the areas of topic detection 

and tracking, text mining, and visualization 

has explored techniques for identifying 

topics in document streams comprised of 

news stories, using a combination of content 

analysis and time-series modeling. 

Underlying a number of these techniques is 

the following intuitive premise | that the 

appearance of a topic in a document stream 

is signaled by a \burst of activity," with 

certain features rising sharply in frequency 

as the topic emerges. The goal of the present 

work is to develop a formal approach for 

modeling such \bursts," in such a way that 

they can be robustly and efficiently 

identified, and can provide an organizational 

framework for analyzing the underlying 

content. The approach presented here can be 

viewed as drawing an analogy with models 

from queueing theory for bursty network 

traffic (see e.g. [4, 18, 35]). In addition, 

however, the analysis of the underlying 

burst patterns reveals a latent hierarchical 

structure that often has a natural meaning in 

terms of the content of the stream. 

III. IMPLEMENTATION 

Consider, for example, the Asian 

tsunami disaster that happened in the end of 

2004. A query to Google News 

(http:==news.google.com) returned more 

than 80,000 online news articles about this 

event within one month (Jan.17 through 

Feb.17, 2005). It is generally very difficult 

to navigate through all these news articles. 

For someone who has not been keeping 

track of the event but wants to know about 

this disaster , a summary of this event would 

be extremely useful. Ideally, the summary 

would include both the major subtopics 

about the event and any threads 

corresponding to the evolution of these 

themes. For example, the themes may 

include the report of the happening of the 

event, the statistics of victims and damage, 

the aids from the world, 

and the lessons from the tsunami. A thread 

can indicate when each theme starts, reaches 

the peak, and breaks, as well as which 

subsequent themes it nuances. A timeline 

based theme structure as shown in Figure 1 
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would be a very informative summary of the 

event, which also facilitates  navigation 

through themes. 

 

of a theme at different time periods, or the 

\life cycle" of a theme, is also very useful. 

Consider another scenario in the literature 

domain. There are often hundreds of papers 

published annually in a research area. A 

researcher, especially a beginning 

researcher, often wants to understand how 

the research topics in the literature have 

been evolving. For example, if a researcher 

wants to know about information retrieval, 

both the historical milestones and the recent 

research trends of information retrieval 

would be valuable for him/her. A plot, such 

as the one shown in Figure 2, which 

visualizes the evolution patterns of research 

topics, would 

 

In both scenarios, we clearly see a need for 

discovering evolutionary theme patterns in a 

text stream. In general, it is often very useful 

to discover the temporal patterns that may 

exist in a stream of text articles, a task which 

we refer to as Temporal Text Mining 

(TTM). Since most information bears some 

kinds of time stamps, TTM can be expected 

to have many applications in multiple 

domains. 

Despite its importance, however, 

TTM has not been well addressed in the 

existing work. Most existing text mining 

work does not consider the temporal 

structures of text. There are some previous 

studies on TTM , but the proposed methods 

are generally inadequate for generating the 

evolutionary theme patterns as shown in the 

two examples above. In this paper, we study 

the problem of discovering and summarizing 

the ETPs in a text stream. We define this 
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problem and present general probabilistic 

methods for solving the problem through (1) 

discovering latent themes from text, which 

includes both interesting global themes and 

salient local themes in a given time period; 

(2) discovering theme evolutionary relations 

and constructing an evolution graph of 

themes; and (3) modeling theme strength 

over time and analyzing the life cycles of 

themes. We evaluate the proposed methods 

on two data sets { a collection of 50 day's 

worth of news articles about the tsunami 

event (Dec.19, 2004 { Feb.08, 2005) and the 

abstracts of the ACM KDD conference 

papers from 1999 through 2004. The results 

show that our methods can discover many 

interesting ETPs from both data sets. In 

addition to news summarization and 

literature mining, the proposed TTM 

methods are also directly applicable to many 

other application domains, such as email 

analysis, mining user logs, mining customer 

reviews. When following a news event, the 

content and the temporal information are 

both important factors in understanding the 

evolution and the dynamics of the news 

topic over time. When recognizing human 

activity, the observed person often performs 

a variety of tasks in parallel, each with a 

different intensity, and this intensity changes 

over time. Both examples have in common a 

notion of classification: e.g., classifying 

documents into topics, and actions into 

activities. Another common point is the 

temporal aspect: the intensity of each topic 

or activity changes over time. 

3.1 Evolutionary Relationships 

In a stream of incoming email for example, 

we want to associate each email with a 

topic, and then model bursts and changes in 

the frequency of emails of each topic. A 

simple approach to this problem would be to 

first consider associating each email with a 

topic using some supervised, semi-

supervised or unsupervised (clustering) 

method; thus segmenting the joint stream 

into a stream for each topic. Then, using 

only data from each individual topic, we 

could identify bursts and changes in topic 

activity over time. In this traditional view 

(Kleinberg, 2003), the data association 

(topic segmentation) problem and the burst 

detection (intensity estimation) problem are 

viewed as two distinct tasks. However, this 
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separation seems unnatural and introduces 

additional bias to the model. We combine 

the tasks of data association and intensity 

tracking into a single model, where we allow 

the temporal information to influence 

classification. The intuition is that by using 

temporal information the classification 

would improve, and by improved 

classification the topic intensity and topic 

content evolution tracking also benefit. 

Our approach combines an extension of 

Factorial Hidden Markov models 

(Ghahramani & Jordan, 1995) for topic 

intensity tracking with exponential order 

statistics for implicit data association. 

Additionally, we demonstrate the use of a 

switching Kalman Filter to track content 

evolution of the topic over time. Our 

approach is general in the sense that it can 

be combined with a variety of learning 

techniques; we demonstrate this flexibility 

by applying it in supervised and 

unsupervised settings. Experimental results 

show that the interplay of classification and 

topic intensity tracking improves accuracy 

of both classification and intensity tracking. 

More specifically, our contributions are: 

• A suite of models, EDA–IT, IDA–IT and 

IDA–ITT, for simultaneous reasoning about 

topic labels and topic intensities, and 

extensions to topic drift tracking. 

• A modeling trick which uses exponential 

order statistics to achieve implicit data 

association. 

This idea allows us to make an intractable 

data association problem tractable for exact 

inference, and is of independent interest. 

• The extensive empirical evaluation in the 

supervised and unsupervised setting on 

synthetic as well as two real world datasets. 

In the following sections we will use email 

topic detection and tracking as our running 

example. We also use the terms topic and 

class as synonyms. Also note, that our 

approach is not limited to the text domain. 

All our methods are general in a sense that 

they can be applied to any problem with 

simultaneous classification and class 

intensity tracking (e.g., activity recognition). 

3.2. Classification and intensity tracking 

in the static case 

Traditionally, classification refers to the task 

of assigning a class label c to an unlabeled 

example x, given a set of training examples 
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xi and corresponding classes ci. 

Classification can be performed by 

calculating the probability distribution over 

the class assignments, P(c|x), using Bayes’ 

rule, P(c|x) / P(c)P(x|c), where the class 

prior P(c) and conditional probability of the 

data P(x|c) are estimated from the training 

set. Work in the areas of clustering, topic 

detection and tracking, e.g., (Allan et al., 

1998; Yang et al., 2000), and text mining, 

e.g., (Swan & Allan, 2000; Blei et al., 2003), 

has explored techniques for identifying 

topics in document streams using a 

combination of content analysis and time-

series modeling. Most of these techniques 

are guided by the intuition that the 

appearance of a topic in a document stream 

is signaled by a burst, a sharp increase of 

intensity of document arrivals. For example, 

in the problem of classifying emails into 

topics, the focus of attention might change 

from one topic to another and hence taking 

into account the topic intensity should help 

us in the classification task. To define the 

notion of intensity, consider a task where we 

are given a sequence of n email messages, 

x1, . . . , xn, and are asked to assign a topic c 

to each email.  Since the exponential 

distribution has very high variance, this 

procedure is likely not to be very robust. 

Furthermore, it is not easy to select the 

appropriate length for the time window, 

since, depending on the topic intensity, the 

same time window will contain very 

different numbers of messages. Also, from 

the perspective of identifying bursts in the 

data, a set of discrete levels of intensity is 

preferable (Aizen et al., 2004). To overcome 

these problems, Kleinberg (2003) proposed 

a weighted automaton model (WAM), an 

infinite-state automaton, where each state 

corresponds to a particular discrete level of 

intensity. For each email, a transition is 

made in the automaton, whereby changes in 

intensities are penalized. This can be 

interpreted as a Hidden Markov Model, 

where the search for the most likely 

parameters of the exponentially distributed 

topic deltas _c,i reduces to the Viterbi 

algorithm. Since the WAM model operates 

on a single topic only, hard assignments of 

messages to topics have to be made in 

advance. Although classification can be 

done using methods as described in, these 
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hard assignments imply that topic detection 

and identification of bursts are separated. 

However, our intuition is that temporal 

information should help us assign the right 

topic and that the topic of an email will 

influence topic intensity. 

For example, if we are working on a 

topic with a very high intensity and the next 

email arrives at the right moment, then this 

will influence our belief about the email’s 

topic. On the other hand, if an email arrives 

late and we are very sure about its topic, we 

will have to revise our belief about the 

intensity of the topic. In the following 

sections, we propose a suite of models 

which simultaneously reason about topic 

labels and topic intensities. In Section 6 we 

show how a little class topic assignment 

noise can confuse WAM, while our model 

still identifies the true topic intensity level. 

IV.CONCLUSIONS 

Text streams often contain latent temporal 

theme structures which reect how different 

themes inuence each other and evolve over 

time. Discovering such evolutionary theme 

patterns can not only reveal the hidden topic 

structures, but also facilitate navigation and 

digestion of information based on 

meaningful thematic threads. In this paper, 

we pro-pose general probabilistic 

approaches to discover evolutionary theme 

patterns from text streams in a completely 

unsupervised way. To discover the 

evolutionary theme graph, our method 

would first generate word clusters (i.e., 

themes) for each time period and then use 

the Kullback-Leibler divergence measure to 

discover coherent themes over time. Such an 

evolution graph can reveal how themes 

change over time and how one theme in one 

time period has inuenced other themes in 

later periods. We also propose a method 

based on hidden Markov models for 

analyzing the life cycle of each theme. This 

method would first discover the globally 

interesting themes and then compute the 

strength of a theme in each time period. This 

allows us to not only see the trends of 

strength variations of themes, but also 

compare the relative strengths of different 

themes over time. 

V. REFERENCES 

[1] J. Allan, R. Gupta, and V. Khandelwal. 

Temporal summaries of news topics. In 



P VENKATESWARLU, et al , International Journal of Research Sciences and Advanced Engineering 

[IJRSAE]TM 

Volume 2 , Issue 07, PP: 175 - 184  , JUL -  SEP ’ 2014. 

 

 

 

International Journal of Research Sciences and Advanced Engineering 

                             Vol.2 (07), ISSN: 2319-6106, JUL – SEP ’ 2014.                       PP: 175 - 184 

Proceedings of ACM SIGIR 2001, pages 

10{18, 2011. 

[2] D. M. Blei, A. Y. Ng, and M. I. Jordan. 

Latent dirichlet allocation. J. Mach. Learn. 

Res., 3:993{1022, 2013. 

[3] S. Boykin and A. Merlino. Machine 

learning of event segmentation for news on 

demand. Commun. ACM, 43(2):35{41, 

2000. 

[4] T. M. Cover and J. A. Thomas. Elements 

of Information Theory. Wiley, 1991. 

[5] W. B. Croft and J. La_erty, editors. 

Language Modeling and Information 

Retrieval. Kluwer Academic Publishers, 

2003. 

[6] A. P. Dempster, N. M. Laird, and D. B. 

Rubin. Maximum likelihood from 

incomplete data via the EM algorithm. 

Journal of Royal Statist. Soc. B, 39:1{38, 

1977. 

[7] R. Feldman and I. Dagan. Knowledge 

discovery in textual databases (kdt). In 

KDD, pages 112{117, 1995. 

[8] M. A. Hearst. Untangling text data 

mining. In Proceedings of the 37th 

conference on Association for 

Computational Linguistics (ACL 1999), 

pages 3{10, 1999. 

[9] T. Hofmann. Probabilistic latent 

semantic indexing. In Proceedings of the 

22nd annual international ACM SIGIR 

conference on Research and development in 

information retrieval, pages 50{57, 1999. 

[10] J. Kleinberg. Bursty and hierarchical 

structure in streams. In Proceedings of the 

eighth ACM SIGKDD  international 

conference on Knowledge discovery and 

data mining, pages 91{101, 2002. 

[11] A. Kontostathis, L. Galitsky, W. M. 

Pottenger, S. Roy, and D. J. Phelps. A 

survey of emerging trend detection in textual 

data mining. Survey of Text Mining, pages 

185{224, 2003. 

 


