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Abstract:  Decision-tree-based packet classification algorithms such as HiCuts, HyperCuts, and EffiCuts 
show excellent search performance by exploiting the geometrical representation of rules in a classifier 
and searching for a geometric subspace to which each input packet belongs. However, decision tree 
algorithms involve complicated heuristics for determining the field and number of cuts. Moreover, fixed 
interval-based cutting not relating to the actual space that each rule covers is ineffective and results in a 
huge storage requirement. A new efficient packet classification algorithm using boundary cutting is 
proposed in this paper. The proposed algorithm finds out the space that each rule covers and performs 
the cutting according to the space boundary. Hence, the cutting in the proposed algorithm is 
deterministic rather than involving the complicated heuristics, and it is more effective in providing 
improved search performance and more efficient in memory requirement. For rule sets with 1000-100 
000 rules, simulation results show that the proposed boundary cutting algorithm provides a packet 
classification through 10-23 on-chip memory accesses and 1-4 off-chip memory accesses in average. 
 

INTRODUCTION: 

It is notoriously hard to debug networks. Every 

day, network engineers wrestle with router 

misconfigurations, fiber cuts, faulty interfaces, 

mislabeled cables, software bugs, intermittent 

links, and a myriad other reasons that cause 

networks to misbehave or fail completely. 

Network engineers hunt down bugs using the 

most rudimentary tools (e.g., ping, 

traceroute,SNMP, and tcpdump) and track 

down root causes using a combination of 

accrued wisdom and intuition. Debugging 

networks is only becoming harder as networks 

are getting bigger (modern data centers may 

contain 10 000 switches, a campus network 

may serve 50 000 users, a 100-Gb/s long-haul. 

The Software Quality Assurance (SQA) Group of 

any networking company tests the software 

released by the Development group of the 

company and reports bugs in the software 

when they run a series of well set-up and 

documented tests on the hardware the 

software runs on. These tests are set up in 

bundles for specific protocols, and are designed 

to not only show that the protocols works for 

some of the protocols capabilities, but that they 

perform under all conditions right up to the 

limits of what the hardware capabilities are as 

well. The SQA group is usually divided into 

teams for the different protocols that run on 

the specific hardware, regardless of the 

networking layer they use. Then the 

Development group that coincides with the 

group for SQA will work with them to try and 

resolve the bugs that occur for that protocol or 

platform. An example of this would be the Open 

Shortest Path First (OSPF) teams from both 

Development and SQA working together to 

resolve a bug in which the OSPF packet coming 

out of the router does not advertise the right 

routes of its network. 
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A problem that arises in SQA testing is that 

some of the commands and procedures used 

are both tedious and monotonous, so that it 

takes up much of a testers day simply typing in 

commands, waiting for the result, then typing in 

more commands and so on. Multitasking in 

testing then becomes hard to do, as you are 

waiting for a response from an input to 

continue on one test, but it is not really enough 

time to setup another test before the response 

comes back, so the person must wait. 

Automating these procedures can solve 

multiple problems and it also allows for new 

avenues in testing. 

The amount of time saved can be so great that 

it cuts testing from weeks to hours. A script 

used at 3Com developed by Ben Douglas, an 

alumnus of WPI, helped 3Com Employees 

download the latest version of beta code from 

the directories they were in onto the hardware. 

Normally half an employee’s day would be 

taken up if they had 20 or so pieces of hardware 

to download the new code. The script’s main 

feature is that is dynamic, and can “look” at the 

individual blades using SNMP, determine what 

type of hardware it was (a router, a switch, how 

many ports, etc) and download the appropriate 

code for them. This takes a maximum of 2 

hours, so it saves each individual person around 

4 hours (assuming it took 6 originally). 

Multiplied by the number of people in SQA 

using the script at the time, which was around 

80, which comes to 320 man-hours per beta 

code release saved. Beta code releases 

happened every two weeks, and the time saved 

can be quite substantial and well worth the 

time to develop the automation.  

Multitasking with automation becomes 

increasingly easy, as you can either have the 

scripts do multiple tasks, or set off multiple 

scripts. You can even have scripts that set off 

scripts, and this is where the opportunities for 

huge time saving takes place. The time saved by 

automation can be used for other things such as 

non-automatable tests (physical network 

configurations, line switches, etc.) or to create 

or run other scripts.  

1.1Networking 

The main focus of the SQA group mentioned 

earlier is to test the routers and switches and 

other hardware that will later be used by 

consumers and businesses to create and 

maintain connections to the Internet. 

Networking, and more specifically the Internet, 

has been around since 1969, when the 

Advanced Research Projects Agency Network 

(ARPANET) was first formed by the U.S. 

government [Ner00]. The idea was to have a 

decentralized network for electronic 

communication that would not only allow for 

remote access to computers in other parts of 

the country, but could also function the same if 

parts of it were destroyed, for example, in a 

nuclear bombing attack. This worked well for 

the government, and soon a select group of 

universities were given permission to use the 

network as well to exchange files for 

educational use. Eventually this led to more 

schools using it, and soon non-educational and 

for-profit agencies began to use the Internet, as 

protocols and formats for communication such 

as ftp and the World Wide Web made 

communication rich and easier to use. 

Throughout the entire life of the Internet, there 
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have been companies who have created and 

improved upon the infrastructure of hardware 

and software that is used. Therefore, having 

testing procedures and more specifically 

automation tools that are complimentary to 

this goal of improvement of hardware help to 

further the growth of the infrastructure of the 

Internet.  

1.2 3Com Corporation 

Currently networking is among the most rapidly 

expanding industries in the world, with annual 

sales expected to surpass US$50 billion by 2001 

[3c100]. 3Com holds leading market positions in 

solutions for both consumers and business 

applications, all with the common benefits of 

simplicity and reliability. They include fixed-port 

and stackable Ethernet switches, Ethernet hubs, 

multi-services access platforms, desktop 

modems, LAN and modem PC Cards, desktop 

and server network interface cards (NICs), and 

handheld organizers. This coverage of solutions 

gives customers the ability to buy complete 

networking solutions from 3Com for any 

network application. 

Total network availability is what 3Com strives 

to produce. Providing customers with reliable 

networking solutions that support mission-

critical voice, video and data E-business 

applications. 3Com provides users with secure 

access to those applications, regardless of their 

physical location. 3Com is a leader in the 

industry for Ethernet, Fast Ethernet, and Gigabit 

Ethernet connectivity, specifically NICs, 

switches, and hubs. 

1.3 Approach 

A very time consuming testing environment 

with the potential for streamlined automation is 

the area of IP packet testing using hardware 

packet generators to simulate network traffic. 

IP packet testing requires complicated tests that 

require many hours of user manipulated 

functions that are very repetitive. 

Besides the ability to increase the speed of 

testing with automation, there is a need to 

integrate these tests into the UNIX based 

Automated Test Simulation environment at 

3Com. Basically, many different types of 

automated tests are joined in this environment 

consisting of many different types of routers 

and switches, and they are run over these 

devices for each release of beta code, making it 

easier to find some of the more critical bugs in 

the releases faster. By using software to 

automate the hardware that generates traffic 

into the routers and switches, a highly 

controlled and specific test can be performed 

for various types of protocols. Having an IP 

automation Testbed in this environment will be 

a useful tool to diversify the testing in the 

automation environment, and help with test 

coverage over a larger area. 

2 Background 

The IP protocol is very large and is complex in 

design, but one that is the basis for much of 

Internet traffic today. An explanation into how 

the Internet Protocol works is detailed in 

section 2.3. However, the IP packet tests that 

will be automated are the Packet Loss Rate Test 

and the Throughput Test, both of which are 

included in Netcom's Smart Applications for the 
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SmartBits 2000 packet generator as stand alone 

tests for large core networking hardware.  

To understand the automation of the hardware, 

some concepts must first be explained. This 

section will introduce networking models and 

hardware, as well as both software that runs 

the networking hardware and the software that 

will automate it. 

2.1 Models of Networking 

Within the world of networking, there are two 

models that generally describe the scope of the 

different protocols and the hardware and 

software that use them. 

 

2.1.1 TCP/IP Model 

Figure 2.1: OSI and TCP/IP models  

OSI Model  

TCP/IP (Internet Model) 

Application 

Application Presentation 

Session 

Transport Transport 

Network Internet 

Data Link Network Interface 
Physical Physical 

Source: [Tan96] 

The TCP/IP model was invented to help explain 

how different virtual layers of networking could 

be put on top of one-another in order to be 

useful [Tan96]. The TCP/IP model has there are 

four distinct layers, representing the major 

groups of networking. They are virtual because 

each layer has to go down to the physical layer 

before it goes out to another piece of hardware, 

but it will come back up to the same layer that 

started in order to understand what the first 

piece of hardware was transmitting. As 

illustrated in Figure 2.1, the lowest level 

represents the physical wire and some of the 

very basic protocols that are used at that level. 

On top of that is the Internet level, upon which 

the protocols that drive the Internet such as IP 

are located. This layer is where the data is 

transported, and where computers and 

hardware communicate with each other. The 

transport layer above it is used to primarily 

have protocols that manage the ones on the 

Internet level for such things as managing 

errors, quality of service (the ability to have 

connections as at a guaranteed rate), and other 

such tasks. The final level is the application 

level, where the computer uses the information 

from the transport layer to communicate with 

its programs and present it to the user.  

This model, although beneficial in its simplicity, 

has limited descriptive powers for the complex 

world of networking, and some protocols simply 

don’t fit right. An example of this would be a 

protocol called Ethernet at the Network 

Interface level, which needs a protocol below it 

to go across a wire. However, since the lower 

two levels are joined in the TCP/IP model, 

Ethernet can not have anything below it. 

2.1.2 Open Systems Interconnection model 

Although more complicated, the OSI model is 

flexible model for understanding the virtual 

layers of networking, and where hardware, 

software and the protocols that make them 
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connect are [Tan96]. OSI stands for Open 

Systems Interconnection, and it is divided up 

into seven virtual layers.  

Figure 2.2:   OSI   model   with   protocols 

 

 

 

 

 

 

As can be seen in Figure 2.2, there are many 

different protocols within the seven layers. An 

example that could show some of these would 

be if there were a TCP connection going on 

between a computer and a networking 

hardware, which is the Transport layer. A 

packet would originate from computer on layer 

four, but it would be split up into IP packets 

(Network layer). These packets would then be 

split up into Ethernet packets (Data Link layer), 

which would then be split up into any number 

of Physical layer packet designs, and go out over 

the wire to the networking hardware. The 

hardware would then receive these packets, 

and assemble them to form Ethernet packets, 

which would assemble to form IP packets, 

which would finally form TCP packets, which 

would give the hardware the packets the 

computer sent out on the original level it was 

sending on. From both the hardware and 

computer’s perspectives, the layers do not 

really exist, as a layer 4 packet gets from the 

computer to the hardware as if it’s directly 

going layer 4 the entire time, even though in 

reality it’s going all the way down to layer 1 

before it goes out. 

2.2 Routing and Switching 

Since the IP protocol is in the Network Layer as 

can be seen in Figure 2.2, and the fact that 

there are many different types of hardware that 

do functions in both Data Link Layer and the 

Network Layer, it is important to understand 

specifically what is the function of both routers 

and switches. 

2.2.1 Switches 

A switch directs Data Link Layer traffic from 

different Media Access Control (MAC) 

addresses to their respective destinations 

[Dav00]. The job of a switch is fairly simple: it 

reads the Data Link Layer packet’s destination 

MAC address, looks up the address in a table it 

has stored on the hardware, and then sends the 

packet out the port that that address is 

associated with. 

 

 

 

 

 

 

 

Figure 2.3: Data Link Layer Switching 

Client 1 Sends:  
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Client 2’s MAC: 

Source 00:00:00:00:00:01 

00:00:00:00:00:12 

Destination 00:00:00:00:00:12 

Switches 

 

 

 

Client 1     Client 2 

Switch 1 MAC table: 

Switch 4 MAC table: 

00:00:00:00:00:03 port 1  

00:00:00:00:00:23 port 1 

00:00:00:00:00:05 port 2  

00:00:00:00:00:12 port 3 

...   

...   

00:00:00:00:00:12 port 5  

... 

Switch 7 MAC table: 

... 

00:00:00:00:00:12 port 9 

… 

Source: [Dav00] 

Figure 2.3 shows how the address tables do not 

necessarily tell the switch where the end point 

destination of the packet will be, but rather tells 

it the port to send the packet out, possibly to 

another switch (each table above is for its own 

respective switch labeled in the diagram). So 

following the example above, Client 1 sends out 

a packet with a destination address of 

00:00:00:00:00:12 to switch 1. Switch 1 sees 

that that address should go out port 5 (look at 

MAC table for switch 1), and forwards that 

packet out that port. In the diagram we see that 

port 5 goes on to switch 4, which determines 

based on its table that the packet should be 

forwarded out port 3. Port 3 leads to switch 7, 

who forwards the packet out port 9 (again, 

based on its MAC table). This final forward 

sends it to the second client, the packets final 

destination. As you can see, this system is 

simple and effective, as the entire route does 

not need to be known by every switch, and 

works very effectively in forwarding the packets 

to their proper place. Typically, a switch is only 

concerned with addresses that are inside its 

own Local Area Network (LAN). 

2.2.2 Routers 

A router is similar to what a switch would be if it 

involved Network Layer packet movement, only 

much more complex (in fact that movement of 

packets is sometimes referred to as Layer 3 

switching). The router's job is to move a 

Network Layer packet to the destination IP 

address of the packet [Say00]. This is nowhere 

near as easy as it seems however, as the IP 

packets are constrained by more than just their 
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address. To better understand how a router 

works, the Internet Protocol needs to be better 

understood.  

2.3 The Internet Protocol 

The early ARPANET protocols were very slow 

and subject to crashes, and a new more 

dependable protocol was needed to remedy the 

situation [Fei97]. By 1974, a new set of 

protocols had been developed, and over the 

next 6 years, hardware that ran the networks 

were converted over to run the Transmission 

Protocol and Internet Protocol (TCP/IP). TCP/IP 

has characteristics that make it an ideal choice 

for networks to use, as it connects different 

networks together seamlessly, so that to the 

end user, it appears as though the entire 

Internet is one giant network directly 

connected. The TCP portion of TCP/IP is the 

Transmission Control Protocol, which is on the 

Transmission Layer, the layer that connects 

clients together in peer-to-peer, reliable 

connection oriented communications. However, 

this is the Layer above the one that we will test, 

the Network Layer, on which IP resides. IP is the 

carrier of most of the traffic on the Internet 

today and is the basis for many other protocols 

on levels above and below it.  

IP works in many different ways but there are a 

few general ideas. Unlike the Data Link Layer, 

which is typically concerned with MAC 

addresses, the Internet Protocol uses IP 

addresses, which are used to make connections 

from one point to another, based on those 

addresses. For example, if one client with an IP 

address of 150.1.1.19 connects to one at 

200.1.1.14, all the packets from the first client 

will have a source address in the packet of 

150.1.1.19 and a destination of 200.1.1.14. The 

reverse would then be true of the second client. 

During communication, packets would go back 

and forth for different reasons, from 

transmitting data or reestablishing connections 

to managing flow as sometimes packets are 

going too fast for the hardware to handle, so 

some get dropped and have to be resent. So the 

packets contain IP addresses in them and 

varying amounts of data after. But generally 

speaking, the two IP addresses are what the 

connection is based on, and determines where 

the connection is.  

3 Approach 

Now that the background information has been 

introduced and explained, this next section 

discusses the approach that will be used to 

create the automation, and how the software 

and hardware will be used.  

3.1 Software 

The automation is using Tcl/Tk 8.0 as the 

platform. This scripting language was chosen 

both for its ease of writing and debugging but 

also because it will be easy to integrate into the 

ATS that 3Com has in its current state, as all of 

the scripts there are currently in Tcl [Rou00]. 

The scripts for the automation is set up into two 

different parts, a backend in Tcl and a front-end 

in Tk. The front-end is in Tk, because it is 

graphical and has the ability to configure which 

parts of the scripts will run, the different 

addresses for the hardware, and other 

configuration information for the user to set up 

and run the tests. All of this information is 
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stored in a file that the backend uses. The back-

end will be written in Tcl, which is command 

line oriented, and uses the text file saved by the 

front-end to determine how to connect, what 

tests to run, and other configurations told to it 

by the file. Both of the parts of the automation 

are bundled together by a shell script that 

simply runs them in succession with some 

environment variables set up to allow for 

multiple users to run the Test bed at once, from 

the same location.  

The two-part approach allows for the back-end 

to only need the text file written by the front-

end to run. Therefore, by simply editing that file 

for the configuration needed, the back-end can 

run stand alone without the front-end, and can 

then be easily integrated into the Automated 

Testing System (ATS) at 3Com (which tries to 

use no graphical configuration, just straight 

command line scripting). 

3.2 Hardware 

The hardware used will comprise of three 

distinct groups of devices: Workstations/Clients, 

Packet Generators, and Routers/Switches. Each 

group has different connections physically 

linked by different types of media. 

3.3.1 Workstations 

There are several different types of computers 

that could be used to perform the task of 

setting off the automation, but the platform of 

choice is UNIX. The specific workstation used is 

a Sun Microsystems Ultra 60 running Solaris 2.6, 

which will allow for ease of use with Tcl/Tk. 

3.3.2 Packet Generators 

 
The Packet Generators that will be used are the 

Smart Bits 2000 Multi-User Family. 

Figure 3.1 SmartBits 2000 Packet Generator 

 

 

 

 

 

Figure 3.1 shows the generator, which uses 

multiple slots in which SmartCards slide into 

and lock in place. Different cards can have 

different media speeds: Ethernet, Fast Ethernet 

and Gigabit Ethernet (10, 100 and 1000 

Megabits per second respectively). The ability 

to switch between different cards allows for 

more flexibility when testing. A console 

connection or a telnet connection controls the 

SmartBits Generator, with the generator able to 

have its own IP address. These features coupled 

with the SmartBits library, a bundle of software 

that allows for direct communication between 

the generator and a Sun Workstation in Tcl or 

C++, allow for this hardware to be automated 

with relative ease. 

3.3.3 Routers and Switches 

The 3Com hardware that will be tested is fairly 

complex, as it combines both switches and 

routers into one self contained unit. 

Figure 3.2: 3Com Switch 4007 
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The 3Com 4007 Switch pictured in Figure 3.2 is 

7 slot chassis that allows for many different 

types of modules to be connected into the slots. 

Each module is actually a router or switch that 

is controlled by the Enterprise Management 

Entity (EME), a smaller module that allows for 

either a console or telnet connection [3c300]. 

Once connected to the EME, it then allows you 

to connect to each blade and both configure 

them and check statistics on the operations the 

hardware is performing (such as types of 

packets being forwarded, rate of speed, etc). 

Not only can these modules use the 

connections on the front of them, but when 

they snap into each slot, they also make 

connections through the back of the chassis, or 

the backplane, that can also be configured and 

controlled through a special module called a 

fabric. The fabric is also controlled by the EME, 

and allows for configuration similar to any other 

blade.  

Architecture Diagram: 

 

 

Comparision: 

Testing liveness of a network is a fundamental 

problem for ISPs and large data center 

operators. Sending probes between every pair 

of edge ports is neither exhaustive nor scalable 

[30]. It suffices to find a minimal set of end-to-

end packets that traverse each link. However, 

doing this requires a way of abstracting across 

device specific configuration files (e.g., header 

space), generating headers and the links they 

reach (e.g., all-pairs reachability), and finally 

determining a minimum set of test packets 

(Min-Set-Cover). Even the fundamental problem 

of automatically generating test packets for 

efficient liveness testing requires techniques 

akin to ATPG. 
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